
Big Data Analytics 
	  

	  

FOSCA GIANNOTTI  AND LUCA PAPPALARDO 
 

H T T P : / / D I D A W I K I . D I . U N I P I . I T / D O K U . P H P / B I G D A T A A N A LY T I C S / B D A /  

	  

DIPARTIMENTO DI INFORMATICA - Università di Pisa  
anno accademico 2018/2019  



Suggested  Bibliography
	   GoogleFluTrend	  
	   Measuring	  the	  Happiness	  of	  Large-‐Scale	  Wri;en	  Expression:	  Songs,	  
Blogs,	  and	  Presidents,	  Peter	  Sheridan	  Dodds	  Æ	  Christopher	  M.	  
Danforth,	  J	  Happiness	  Stud	  (2010)	  

	   The	  Geography	  of	  Happiness:	  ConnecMng	  Twi;er	  SenMment	  and	  
Expression,	  Demographics,	  and	  ObjecMve	  CharacterisMcs	  of	  Place	  Lewis	  
Mitchell1	  ,	  Morgan	  R.	  Frank,	  Kameron	  Decker	  Harris1,2,	  Peter	  Sheridan	  
Dodds,	  Christopher	  M.	  Danforth1	  



•  Social media data and analytics (examples) 

•  Nowcasting Flu trend with search data – 

•  Predicting Happyness with lyrics ..and twitter – with  

predefined lexicon and mood weight 

•  Superdiversity 

•  Quantifying opinions with ISA algorithm – Forecasting 

Peruvian Elections 

•  Twitter data (UGC) for Migration Studies 

SUMMARY



Social  Media  Data

	   Raw	  data	  +	  

	   Shares,	  Likes,	  MenMons,	  
Impressions,	  Hashtag	  usage,	  
URL	  clicks,	  Keyword	  analysis,	  
New	  followers,	  Comments	  



h"p://sobigdata.danielefadda.com	  	  

on	  exhibit	  at	  Data	  Stories	  2015	  



h"p://sobigdata.danielefadda.com	  	  





h"p://sobigdata.borgheresi.it/music_in_numbers/	  



Google  Product  Search

	   a	  
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Bing  Shopping

	   a	  
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Twi@er  senAment  versus  Gallup  
Poll  of  Consumer  Confidence

Brendan	  O'Connor,	  Ramnath	  Balasubramanyan,	  Bryan	  R.	  Routledge,	  and	  Noah	  A.	  Smith.	  2010.	  From	  Tweets	  to	  
Polls:	  Linking	  Text	  SenMment	  to	  Public	  Opinion	  Time	  Series.	  In	  ICWSM-‐2010	  



Twi@er  senAment:
Johan	  Bollen,	  Huina	  Mao,	  Xiaojun	  Zeng.	  2011.	  
Twi;er	  mood	  predicts	  the	  stock	  market,	  

Journal	  of	  ComputaMonal	  Science	  2:1,	  1-‐8.	  
10.1016/j.jocs.2010.12.007.	  

	  

Opinion	  Finder	  ed	  GPOMOS,	  7	  Time	  series	  
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	   CALM	  predicts	  DJIA	  
3	  days	  later	  

	   At	  least	  one	  current	  
hedge	  fund	  uses	  this	  
algorithm	  

CA
LM

	  

Bollen	  et	  al.	  (2011)	  



Target  SenAment  on  Twi@er

	   Twi;er	  SenMment	  App	  
	   Alec	  Go,	  Richa	  Bhayani,	  Lei	  Huang.	  2009.	  
Twi;er	  SenMment	  ClassificaMon	  using	  Distant	  
Supervision	  

14	  



Nowcas'ng:  
Predic'ng  the  
present  



	    Google	  Flu	  Trends	  :	  search	  data	  can	  help	  predict	  the	  incidence	  of	  influenza-‐
like	  diseases	  

	    Close	  relaMonship	  between	  number	  of	  people	  searching	  for	  flu-‐related	  
topics	  and	  how	  many	  people	  have	  symptoms	  

	    PredicMon	  models	  compared	  to	  real-‐world	  cases	  of	  flu	  

The  traps  of  big  data

Hyunyoung	  Choi	  and	  Hal	  Varian.	  Predic1ng	  the	  present	  with	  google	  trends.	  
Technical	  Report,	  2009.	  



• a	  Mme	  series	  is	  computed	  for	  about	  50	  million	  common	  queries	  entered	  
weekly	  from	  2003	  to	  2008.	  

• georeferenced	  by	  idenMfying	  the	  IP	  address	  associated	  with	  each	  
search,	  the	  state	  in	  which	  this	  query	  was	  entered	  can	  be	  determined.	  

• 	  linear	  model	  is	  used	  to	  compute	  the	  log-‐odds	  of	  Influenza-‐like	  illness	  
(ILI)	  physician	  visit	  (official	  data)	  and	  the	  log-‐odds	  of	  ILI-‐related	  search	  
query:	  

	  

How  it  works



• Each	  of	  the	  50	  million	  queries	  is	  tested	  as	  Q	  to	  see	  if	  the	  
result	  computed	  from	  a	  single	  query	  could	  match	  the	  actual	  
history	  ILI	  data	  obtained	  from	  the	  U.S.	  Centers	  for	  Disease	  
Control	  and	  PrevenMon	  (CDC).	  	  

• This	  process	  produces	  a	  list	  of	  top	  queries	  which	  gives	  the	  
most	  accurate	  predicMons	  of	  CDC	  ILI	  data	  when	  using	  the	  
linear	  model.	  Then	  the	  top	  45	  queries	  are	  chosen	  because,	  
when	  aggregated	  together,	  these	  queries	  fit	  the	  history	  
data	  the	  most	  accurately.	  	  

• Finally,	  the	  trained	  model	  is	  used	  to	  predict	  flu	  outbreak	  
across	  all	  regions	  in	  the	  United	  States.	  

How  it  works



But..

•  In	  2009,	  completely	  missed	  
the	  	  	  	  	  	  non-‐seasonal	  
influenza	  A-‐H1N1	  

•  In	  2013,	  double	  doctor	  
visits	  than	  CDC	  

David	  Lazer,	  Ryan	  Kennedy,	  Gary	  King,	  and	  Alessandro	  Vespignani.	  	  
The	  parable	  of	  google	  flu:	  Traps	  in	  big	  data	  analysis.	  Science	  Magazine,	  343(6176):1203–
1205,	  2014.	  	  



Happiness  as  
SubjecAve  Well-‐
Being  Indicator
MEASURING  HAPPYNESS 



SubjecAve  Well-‐Being
• PercepMons	  and	  evaluaMons	  affect	  the	  way	  people	  
face	  life	  and	  take	  advantage	  of	  opportuniMes	  in	  
different	  ways.	  	  
• SubjecMve	  indicators	  are	  useful	  complement	  to	  
strictly	  objecMve	  indicators,	  because	  they	  allow	  
evaluaMng	  the	  possible	  differences	  between	  what	  
people	  report	  and	  what	  it	  is	  captured	  by	  objecMve	  
indicators.	  



Happiness  as  SubjecAve  Well-‐Being  
Indicator

	   All	  the	  subjecMve	  well-‐being	  indicators	  observed	  in	  the	  literature	  
come	  from	  surveys,	  and	  are	  a	  bag	  of	  raMngs	  of	  quesMons	  like:	  life	  
saMsfacMon,	  leisure	  Mme	  saMsfacMon,	  uMliMes	  closeness,	  etc.	  

	   From	  a	  data-‐driven	  point	  of	  view,	  the	  best	  way	  to	  esMmate	  the	  
level	  of	  subjecMve	  well-‐being	  is	  to	  esMmate	  the	  level	  of	  happiness.	  

	   Happiness	  is	  intrinsically	  correlated	  with,	  and	  it	  is	  a	  consequence	  
of,	  the	  percepted	  level	  of	  wellbeing	  driven	  by	  social	  relaMonships,	  
health,	  work	  condiMon,	  etc.	  

Measuring	  the	  Happiness	  of	  Large-‐Scale	  Wri;en	  Expression:	  Songs,	  Blogs,	  and	  Presidents.Peter	  
Sheridan	  Dodds	  et	  al.	  Journal	  of	  Happiness	  Studies.	  2010.	  



Measuring  Happyness



Text  Data  Sources
§ Every	  wri;en	  text	  (books,	  songs,	  blogs,	  posts,	  etc.)	  reveals	  a	  posiMve	  or	  
negaMve	  senMment	  with	  respect	  to	  their	  content.	  Online	  Social	  Networks	  
like	  Twi;er	  and	  Facebook	  are	  the	  expression	  of	  our	  personal	  moods	  and	  our	  
opinions.	  

§ They	  are	  a	  very	  powerful	  data	  source	  to	  reveal	  the	  level	  of	  happiness	  in	  a	  
certain	  region	  and	  in	  a	  certain	  period.	  

§ Indeed	  one	  of	  the	  biggest	  issue	  of	  tradiMonal	  indicators	  based	  on	  surveys	  is	  
that	  they	  “measure”	  a	  certain	  variable	  in	  the	  instant	  the	  user	  answer	  the	  
survey.	  	  

§ The	  mood	  of	  a	  user	  and	  consequently	  the	  answer	  to	  a	  certain	  quesMon	  
could	  be	  different	  just	  a	  week	  arer	  because	  of	  family	  or	  work	  problems	  for	  
example.	  	  



	   Measuring	  the	  Happiness	  of	  Large-‐Scale	  Wri;en	  Expression:	  Songs,	  Blogs,	  and	  Presidents,	  Peter	  
Sheridan	  Dodds	  Æ	  Christopher	  M.	  Danforth,	  J	  Happiness	  Stud	  (2010)	  

	   The	  Geography	  of	  Happiness:	  ConnecMng	  Twi;er	  SenMment	  and	  Expression,	  Demographics,	  and	  
ObjecMve	  CharacterisMcs	  of	  Place	  Lewis	  Mitchell1	  ,	  Morgan	  R.	  Frank,	  Kameron	  Decker	  Harris1,2,	  Peter	  
Sheridan	  Dodds,	  Christopher	  M.	  Danforth1	  

	   h;ps://www.outsideonline.com/2230891/inside-‐lab-‐thats-‐quanMfying-‐happiness	  



A  data-‐driven  Happiness  
Indicator
	   ANEW:	  AffecMve	  Norms	  for	  English	  Words	  are	  1034	  words	  
rated	  between	  1-‐9	  (good-‐bad)	  in	  a	  sort	  of	  happiness	  scale.	  

	   These	  words	  can	  be	  used	  to	  evaluate	  the	  level	  of	  happiness	  
of	  a	  text	  called	  valence:	  

	  	  



Valence  of  lyrics  -‐  example



Song  lyrics  valence  across  
decades





Blog  valence



Twi;er	  hedonometer



Average  Happiness  for  Twi@er



	   Rapimento 	  2.76	  
	   Dolore 	   	  2.46	  
	   Angosciato 	  2.12	  
	   Sanguinoso 	  2.90	  

33	  

PARTIAMO DALLE PAROLE: 
DOODS 

Spiaggia  8.03  

Amore   8.72  

Bacio   8.26 

Casa   7.91 



•  Frase:	  “Io	  amo	  le	  spiagge”	  
•  LemmaMzzazione:	  
	    	  io	  à	  io	  
	    	  amo	  à	  amare	  
	    	  le	  à	  la	  	  
	    	  spiagge	  à	  spiaggia	  
•  Applicazione	  della	  formula	  di	  Dodds	  

34	  

COME CALCOLIAMO IL 
MOOD? 



	   Io	  amo	  le	  spiagge	  à	  io	  amare	  la	  spiaggia	  

	   Io	  amare	  la	  spiaggia	  

35	  

Spiaggia 	   	  8.03	  	  
Amore 	   	  8.72	  	  

8.03	  	  8.72	  	  

LEMMATIZZAZIONE: 
RIPORTARE LE FORME FLESSE A LEMMI 
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8.72	  *	  1	  +	  8.03	  *1	  	  

1	  +	  1	  	  
=	  8.3	  

DOODS:  
CALCOLIAMO LA SOMMATORIA DEGLI SCORE TROVATI 
MOLTIPLICATI PER LA LORO FREQUENZA DIVISO LA 
SOMMATORIA DELLE FREQUENZE DI TUTTI I LEMMI TROVATI 



Measuring  the  “salad  
bowl”
  -‐Superdiversity  on  
Twi@er-‐
ALINA SÎRBU
WITH   

LAURA  POLLACCI ,   FOSCA  GIANNOTTI ,   DINO  PEDRESCHI 



UNIVERSITY OF PISA
ISTI CNR



Outline

	   Superdiversity	  -‐	  a	  novel	  index	  based	  on	  
senMment	  
	   ValidaMon	  against	  immigraMon	  data	  
	   Comparison	  with	  other	  indices	  
	   Discussion:	  is	  nowcasMng	  possible?	  



Superdiversity 
	    Superdiversity	  -‐	  a	  new	  level	  of	  cultural	  diversity	  due	  to	  
immigraMon	  and	  cultural	  differences	  among	  immigrants	  
themselves	  (Vertovec,	  2007)	  

	    Measuring	  superdiversity	  -‐	  difficult	  task	  

◦  Cultural	  diversity	  -‐	  number	  of	  languages	  spoken	  in	  a	  region	  

◦  ImmigraMon	  rates	  -‐	  official	  staMsMcs	  -‐	  generally	  low	  Mme	  
and	  space	  resoluMon	  

◦  Use	  social	  big	  data	  	  

◦  Here:	  geolocalised	  tweets	  



Superdiversity Index (SI) 
	    Main	  idea:	  	  

◦  different	  cultures	  assign	  different emotional valence	  
to	  different	  words.	  	  

◦  compute	   SI	  as	  a	  distance	  between	  the	  ‘standard’	  
emoMonal	  valence	  of	  a	  set	  of	  words	  and	  the	  ‘used’	  
valence	  in	  the	  populaMon	  of	  a	  region	  

◦  standard	  -‐	  manually	  tagged	  lexicon	  -‐	  ANEW	  (Bradley	  
and	  Lang	  1999)	  

◦  used	  -‐	  esMmate	  from	  Twi;er	  data	  



	    Using	  the	  algorithm	  from	  Pollaci et al. 2017.	  

	    Extend	  a	  senMment-‐tagged	  lexicon	  using	  a	  Twi;er	  corpus	  	  

◦  built	  to	  enhance	  lexicon-‐based	  senMment	  analysis	  	  on	  Twi;er	  

◦  starts	  from	  a	  small	  seed	  lexicon	  with	  senMment	  valences	  

◦  builds	  a	  co-‐occurrence	  network	  of	  words	  from	  the	  Twi;er	  
corpus	  

◦  senMment	  valences	  diffuse	  from	  the	  seed	  to	  the	  other	  words	  

EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  

Laura	  Pollacci,	  Alina	  Sîrbu,	  Fosca	  Giannoz,	  Dino	  Pedreschi,	  Claudio	  Lucchese,and	  CrisMna	  Ioana	  Muntean.	  2017.	  
	  SenMment	  Spreading:	  An	  Epidemic	  Model	  for	  Lexicon-‐Based	  SenMment	  Analysis	  on	  Twi;er.	  In	  Conference	  of	  the	  Italian	  
AssociaMon	  for	  ArMficial	  Intelligence.	  Springer,	  114–127.	  



  SenAment  Spreading:  An  Epidemic  
Model  for  Lexicon-‐Based  SenAment  
Analysis  

•  Extend	  the	  dicMonary	  and	  assign	  valence	  to	  tweet	  using	  a	  
epidemic	  based	  approach	  (opinion	  dynamics	  like)	  

•  Network	  of	  words	  -‐	  words	  that	  co-‐occur	  in	  a	  tweet	  are	  
connected	  

•  Some	  words	  have	  a	  valence,	  the	  other	  words	  take	  the	  valence	  
of	  the	  neighbours	  (mean)	  

•  Arer	  many	  iteraMons	  the	  system	  converges	  to	  a	  stable	  valence	  
•  	  Method	  helps	  enlarge	  the	  dicMonary,	  classify	  tweets	  but	  also	  

characterise	  the	  group	  where	  the	  tweets	  came	  from	  



EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



EsMmaMng	  senMment	  valences	  
of	  words	  on	  Twi;er	  



EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



	    The	  resulMng	  dicMonary	  	  

◦  is	  larger	  -‐	  enhanced	  senMment	  analysis	  on	  Twi;er	  

◦  depends	  on	  the	  way	  language	  is	  used	  -‐	  the	  new	  
valences	  are	  populaMon	  dependent	  

◦  we	  use	  the	  new	  valences	  as	  esMmates	  for	  the	  real	  
emoMonal	  content	  of	  the	  words	  in	  the	  populaMon	  
-‐	  compute	  the	  distance	  to	  a	  manually	  tagged	  
lexicon	  

EsMmaMng	  senMment	  
valences	  of	  words	  on	  Twi;er	  



SI Evaluation 

	    Compute	  SI	  for	  different	  geographical	  regions	  

◦  10%	  of	  Geolocalised	  tweets	  for	  3	  months	  (August-‐
October	  2015)	  

	    Compare	  SI	  with	  immigraMon	  rates	  	  

◦  JRC	  D4I	  dataset	  -‐	  immigraMon	  rates	  at	  various	  NUTS*	  
levels	  	  (h;ps://bluehub.jrc.ec.europa.eu/
datachallenge/)	  

◦  We	  analyse	  NUTS1,	  NUTS2,	  NUTS3	  for	  Italy	  and	  UK	  

*Nomenclature of Territorial Units for Statistics



SI Evaluation 



SI Evaluation 

Italy	  



SI Evaluation 



SI Evaluation 

UK	  



SI Evaluation 

	   Compare	  with	  other	  possible	  indices	  and	  null	  model	  
◦  Null	  model	  obtained	  by	  shuffling	  tweets	  between	  regions,	  but	  maintaining	  the	  
number	  of	  tweets	  

◦  Other	  indices:	  
◦  Number	  of	  tweets	  (/capita),	  number of languages,	  entropy	  of	  languages,	  type-‐token	  raMo	  (TTR)	  



SI Evaluation 

Italy	  

UK	  (except	  for	  London	  and	  Northeast	  England)	  



Discussion 

	   What	  about	  London	  and	  Northeast	  England?	  
◦  SI	  appears	  to	  have	  different	  ranges	  in	  different	  region	  groups	  (and	  also	  spaMal	  
resoluMons)	  

◦  Pre-‐clustering	  to	  idenMfy	  these	  groups?	  



Discussion 

	    What	  about	  London	  and	  Northeast	  England?	  

◦  Pre-‐clustering	  to	  idenMfy	  these	  groups?	  

◦  Language	  entropy	  -‐	  some	  informaMon	  

◦  Need	  to	  idenMfy	  further	  features	  -‐	  e.g.	  populaMon	  density,	  
local	  dialects	  

Italy	  UK	  



Discussion 

	   Can	  we	  use	  superdiversity	  to	  nowcast	  immigration?	  
◦  CorrelaMons	  are,	  in	  general,	  very	  large.	  
◦  By	  adding	  pre-‐clustering	  and	  other	  correcMng	  factors,	  within	  a	  ML	  model,	  it	  should	  be	  
possible.	  

◦  We	  can	  esMmate	  immigraMon	  levels	  at	  various	  resoluMons	  where	  they	  are	  not	  
available	  or	  up	  to	  date	  (clandesMne	  immigraMon?)	  



Thank you! 

	    Contact:	  alina.sirbu@unipi.it	  

	    References:	  

◦  Pollacci,	  Laura,	  Alina	  Sîrbu,	  Fosca	  Giannoz,	  Dino	  
Pedreschi,	  Claudio	  Lucchese,	  and	  CrisMna	  Ioana	  
Muntean.	  "Sentiment Spreading: An Epidemic 
Model for Lexicon-Based Sentiment Analysis 
on Twitter."	  In	  AI*IA	  2017.	  

◦  Pollacci,	  Laura,	  Alina	  Sîrbu,	  Fosca	  Giannoz,	  Dino	  
Pedreschi,	  “Measuring the ‘Salad Bowl’-
Superdiversity on Twitter."	  Submi;ed.	  
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	   PoliMcs	  and	  Big	  Data:	  NowcasMng	  and	  ForecasMng	  ElecMons	  with	  Social	  
Media.	  By	  Andrea	  Ceron,	  Luigi	  Curini,	  Stefano	  Maria	  	  

SMARTCATS	  
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Text	  Analysis	  &	  
Social	  Media	

…dal	  rumore	  all’informazione	



Come  analizzare  i  social?  
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…dal rumore all’informazione 
 

1)    Non  basta  contare  le  
menAons:  Ma  disAnguere  
contenuto,  ironia,  giochi  di  

parole,  rumore,  …


 



Come  analizzare  i  social?  
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2)  Usare  tecniche  supervisionate  no  NLP



 



Come  analizzare  i  social?  
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3)  SAmare  la  distribuzione  aggregata


 

Non	  cerchiamo	  l’ago	  nel	  pagliaio,	  	  

ma	  vogliamo	  sapere	  che	  aspe;o	  ha	  l’intero	  pagliaio	  

	  



Come  analizzare  i  social?  
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4)  Non  solo  “senAment”:  analizziamo  le  opinioni


 



Tassonomia  delle  tecniche  di  
analisi  testuale	



Every	  quanJtaJve	  linguisJc	  model	  is	  wrong,	  but	  some	  can	  be	  useful	  

Principi	  della	  Text	  Analysis	
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Every	  quanJtaJve	  linguisJc	  model	  is	  wrong,	  but	  some	  can	  be	  useful	  

QuanJtaJve	  methods	  help,	  but	  cannot	  replace	  human	  

There	  exists	  not	  BEST	  or	  IDEAL	  technique	  of	  text	  analysis	  

Validate	  your	  analysis	  

Principi	  della	  Text	  Analysis	



Tassonomia	  delle	  tecniche	

2.2 L’analisi dei testi in pratica 33

Tabella 2.2 Esempio di matrice di stemming

Post Di
Stem s1
nucleare

Stem s2
paura

Stem s3
radiazioni

Stem s4
inquinamento

Stem s5
scorie

Stem s6
economico ...

testo #1 a favore 1 0 0 0 0 1 .. .
testo #2 NA 1 0 0 0 1 0 .. .
testo #3 contro 1 1 1 1 1 0 .. .
testo #4 contro 1 1 1 1 1 0 .. .
testo #5 a favore 1 0 1 1 1 0 .. .
. . . . . . . . . . . . . . . . . . . . . . . . . . .
testo #10000 a favore 1 0 1 0 0 1 .. .
. . . . . . . . . . . . . . . . . . . . . . . . . . .

Pensando al numero di termini in ciascuna lingua si potrebbe pensare che la matri-
ce degli stem abbia un numero esorbitante di righe. Infatti, la lingua italiana raccoglie
un numero di termini che oscilla tra 215.000 e 270.000 a seconda delle classificazio-
ni2. L’Oxford English Dictionary ne classifica per l’Inglese oltre 650.000, e questo
vale per ciascuna altra lingua. Di fatto, in una qualsiasi analisi empirica si può facil-
mente constatare che una matrice di stem tipica presenta non più di 300 o 500 stem
e molto spesso anche meno. Quello che presenta la sfida computazionale è invece il
numero di righe della matrice, cioè il numero di testi da analizzare che può essere
anche di diversi milioni per ciascuna analisi.

Fig. 2.1 Esigenze e soluzioni nel campo dell’analisi testuale

2 Si veda il Dizionario della Lingua Italiana Treccani: [1].

http://voicesfromtheblogs.com

goal

text analysis

known topics

topics discovery

ontological!
dictionaries

supervised!
methods

individual!
classification

aggregated!
distribution

machine learning (SVM, 
RandomForests, ecc)

automatic!
clustering

supervised!
clustering,!

topic models

Documents (LDA)

Time (Dynamic 
Multitopic Models)

Authors (Expressed 
Agenda Model)



L’innovazione  iSA ®
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v La	  tecnologia	  iSA®	  (integrated	  Sen1ment	  Analysis)	  
sviluppata	  da	  VOICES	  rende	  possibile	  studiare	  i	  Big	  Data	  
con	  la	  profondità	  di	  una	  analisi	  qualitaJva	  

v iSA®	  è	  il	  migliore	  algoritmo	  esistente	  al	  mondo	  per	  
efficacia,	  velocità	  di	  analisi	  e	  robustezza	  nello	  svolgere	  
analisi	  sulle	  opinioni	  espresse	  sui	  Big	  Data	  



L’innovazione  iSA ®
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Tool  prima  generazione iSA®

Volumi  di  conversazione Significato  delle  
conversazioni

SenAment  posiAvo  /  negaAvo MoAvazioni    dietro  le  
opinioni

Conteggio  parole Analisi  staAsAca

DipendenA  dalla  lingua Indipendente  dalla  lingua

Accuratezza  medio-‐bassa  (~85%) Accuratezza  alta  (  >  97%)



Come  funziona  in  
praAca?	



Come  funziona  in  
praAca?	



Il  workflow  Apico
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ReporMng	

VisualizaMon	 Technical	  reports	 Data	  Feed	 Data	  linkage	

Analysis	
iSA	 CrossTab	 Scoring	 Etc	

Text	  PreProcessing	

Cleaning	 Stemming	

Tagging	  Manuale	
Tagging	  coder	  1	 (…)	 Tagging	  coder	  N	

Preliminary	  Screeing	
Preview	  results	 Sezng	  the	  goal	

Crawling	
Twi;er,	  FB	 Blog,	  Forum,	  Web	 Company	  data	 Other	  data	  feeds	



Workflow
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IsA  at  work
	   Post1:	  Nuclear	  energy	  is	  convenient	  as	  it	  is	  cheaper	  
	   Post2:	  Nuclear	  energy	  produces	  waste	  

	   Post3:	  Nuclear	  scarry	  me	  bacause	  of	  radiaMon	  	  

Training	  Set:	  produced	  by	  humans	  (annotators),	  used	  to	  train	  the	  model	  

Test	  Set:	  used	  to	  esMmate	  the	  distribuMon	  of	  the	  opinion	  

	  



Metodo
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Metodo
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Metodo
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Dizionario	  Treccani	  (italiano):	  270k	  lemmi	  
Oxford	  DicMonary	  (English):	  650k	  lemmi	  

	  
In	  realtà,	  per	  ciascun	  argomento	  nel	  linguaggio	  comune	  si	  tende	  ad	  uMlizzare	  al	  
massimo	  M	  =	  200	  o	  500	  “sMlemi”	  e	  questo	  rende	  possibile	  effe;uare	  l’analisi	  
staMsMca	  
	  
L’analisi	  resta	  difficile	  da	  approcciare	  perché	  avremo	  potenzialmente	  2^M	  righe	  
diverse	  composte	  da	  0	  e	  1	  (ovvero	  tra	  1,6*10^50	  e	  3,3*10^150)	  

	  
	  



Approccio  tradizionale
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Problemi  di  Apo  staAsAco:  questo  approccio  cerca  di  rintracciare  le  opinioni  considerando  
tun  i  2^M  possibili  “sAlemi”  à  Ame-‐consuming  e  non  garanAsce  risultaA  accuraA  perché  
diventa  improbabile  rintracciare  “sAlemi”  che  sAano  davvero  esprimendo  un’opinione

	  
	  

All	  machine	  learning	  methods	  
affected,	  choose	  your	  own	  and	  
add	  to	  the	  list	  below:	  
•  Support	  Vector	  Machines	  
•  Random	  Forests	  
•  Neural	  Networks	  
•  ecc	



Metodo
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Si  guarda  alla  distribuzione  degli  Stem  in  ciascuna  categoria  di  
“opinioni”  e  non  il  contrario


“Semplice”  quanto  inverAre  una  matrice!


Nessun  problema  a  gesAre  la  quanAtà  di  “Big”  Data

	  

	  
	  



Metodo
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Si  guarda  alla  distribuzione  degli  Stem  in  ciascuna  categoria  di  
“opinioni”  e  non  il  contrario


“Semplice”  quanto  inverAre  una  matrice!


Nessun  problema  a  gesAre  la  quanAtà  di  “Big”  Data

	  

	  
	  



Perché  funziona!

90	  

http://voicesfromtheblogs.com

D

D

D

D

0

1

2

M

S1 S2 SU SU+1 SK

D3

. . . . . .

.  

.  

.

P(S|D=D )

P(D|S=S )j

k

6

case of ReadMe by [1] as well, but only on the subsetting and then using bootstrapping to obtain the final134

estimates. In the case of iSA, the smart reduction of dimensionality allows for instantaneous estimation135

of P (S|D) and a single QP step. Further, it is not clear whether the resampling method proposed for136

ReadMe throwing away information at each step, really guarantees convergence of the estimates. In137

the case of iSA the solution of the problem (3) is direct and plain bootstrap is used only to obtain the138

standard errors by resampling on the observations and not on the explanatory variables (the stems).139

What can go wrong?140

The dimensionality reduction used by iSA has the effect of assuming a reduced variability in the config-141

uration of stems, which means that if a vector of stems in the test set is not observed in the vector of142

stems of the training set, the corresponding entry of P (S|D) will be estimated as zero. Nevertheless, this143

assumption is implicit in essentially all methods but the empirical analysis presented in the next section144

shows that this is not an issue as long as we do not perform individual classification, which is not the145

scope of iSA and also because we assume that the noise category is the prevalent in the actual datasets.146

The advantages of iSA are that it is an extremely fast, stable and accurate algorithm for which147

the standard errors of the estimates are validated by standard bootstrap theory without any particular148

assumption or additional proof.149

Figure ?? exemplifies the idea behind aggregated estimation by ReadMe or iSA. The plot represents150

the product space S̄ ⇥ D. For simplicity, we have reordered the vectors of stems Sj on the horizontal151

axis in the way that, say, S
1

to SU who matter the categories D
1

to DM appear first and from SU+1

152

to S
¯K the remaining vector of stems. Clearly, the vectors S

1

to SU sometimes also belong to D
0

and153

do not necessarily appear uniquely for each Dk. From this simple representation, one can see that, for154

example, D
2

is supported by a limited number of stems S, while D
0

essentially by all stems. This makes155

P (D = D
0

|Sj) >> P (D = Dk|Sj) for all k 6= 0 and any given Sj . On the contrary, say, P (S = S
2

|D = Dk)156

will be non zero only for D
0

, D
1

and D
2

.157

Figure ?? about here158
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The space “Opinion x Stems”  = x

noise
signal



Tipica  performance  staAsAca  di  iSA  vs  compeAtors
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“Bias”



Tipica  performance  staAsAca  di  iSA  vs  compeAtors
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ForecasAng  
Peruvian  ElecAons  
with  twi@er



Sentiment-enhanced 
Multidimensional Analysis of 
Online Social Networks:
Perception of the Mediterranean Refugees 
Crisis

Mauro	  Cole;o	  ∗†,	  Andrea	  Esuli	  †,	  Claudio	  Lucchese	  †,	  CrisJna	  
Ioana	  Muntean	  †,	  Franco	  Maria	  Nardini	  †,	  Raffaele	  Perego	  †,	  
Chiara	  Renso	  †	  
	  
∗	  IMT	  School	  for	  Advanced	  Studies	  Lucca	  -‐	  ITALY	  
†	  ISTI	  -‐	  CNR	  Pisa	  -‐	  ITALY	  



Refugees  Crisis  PercepAon  
Analysis  

	   AQ1:	  What	  is	  the	  evoluMon	  of	  the	  discussions	  about	  
refugees	  migraMon	  in	  Twi;er?	  	  
	   AQ2:	  What	  is	  the	  senMment	  of	  users	  across	  Europe	  in	  
relaMon	  to	  the	  refugee	  crisis?	  What	  is	  the	  evoluMon	  of	  
the	  percepMon	  in	  countries	  affected	  by	  the	  
phenomenon?	  	  
	   AQ3:	  Are	  users	  more	  polarized	  in	  countries	  most	  
impacted	  by	  the	  migraMon	  flow?	  	  



AnalyAcal  Framework
	   An	  analyMcal	  framework	  to	  interpret	  social	  trends	  from	  large	  tweet	  collecMons	  
by	  extracMng	  and	  crossing	  informaMon	  about	  the	  following	  three	  dimensions:	  	  
◦  Time	  
◦  Space	  	  

◦  User	  locaMon	  
◦  LocaMon	  menMons	  	  

◦  SenMment	  	  
◦  Tweet	  senMment	  
◦  User	  senMment	  

	   Perform	  mulMdimensional	  analyses	  considering	  content	  and	  locaMons	  in	  Mme	  	  



Deriving  SenAment

PosiMve	  Hashtags	  
NegaMve	  Hashtags	  

	  
PosiMve	  Tweets	  	  
NegaMve	  Tweets	  

	  
PosiMve	  Users	  
NegaMve	  Users	  

Enrich	  hashtag	  seeds	  
from	  #-‐tag	  co-‐occurrence	  

IniMal	  seeds	  

#refugeeswelcome	  

#refugessnotwelcome	  



SenAment  on  migraAon  topics:
PercepAon  of  the  Mediterranean  Refugee  
Crisis

European	  country	  menJons	  	  
	  

AT-‐HU	  border	  
opens	  

Flow	  shir	  to	  	  
CroaMa	  

News	  about	  
Syria	   Terrorist	  a;ack	  in	  

Nigeria	  

Africa	  &	  Middle	  East	  country	  menJons	  



SenAment  on  migraAon  topics:
PercepAon  of  the  Mediterranean  Refugee  
Crisis

•  Internal	  and	  external	  percepMon	  by	  country	  
–  Index	  ρ	  	  -‐	  the	  raMo	  between	  pro	  refugees	  users	  and	  against	  refugees	  users	  	  
–  Red	  means	  a	  higher	  predominance	  of	  posiMve	  senMment,	  higher	  ρ	  
–  Yellow	  means	  a	  higher	  predominance	  of	  negaMve	  senMment,	  lower	  ρ	  



SenAment  Analysis  in  UK
	   PosiMve	  and	  negaMve	  users	  for	  different	  ciMes	  in	  UK	  before	  and	  arer	  
September	  4	  (death	  of	  Alan	  Kurdi,	  borders	  	  between	  AT	  HU,	  Germany	  
welcomes	  refugees).	  	  
◦  bars	  show	  the	  number	  of	  polarized	  posiMve	  and	  negaMve	  users	  by	  city	  	  
◦  the	  heat	  map	  in	  background	  indicates	  the	  value	  of	  ρ	  



Germany	  

Hungary	  

SenAment  Analysis  
	   For	  menMoned	  locaMons	  analysis	  and	  tweet	  senMment	  

CroaMa	  



Germany	  

Hungary	  

SenAment  Analysis  
	   For	  menMoned	  locaMons	  analysis	  and	  tweet	  senMment	  

CroaMa	  



Space	  and	  Time	  analysis	  

European	  country	  menJons	  	  
Africa	  &	  Middle	  East	  country	  
menJons	  

AT-‐HU	  
border	  
opens	  

Flow	  
shir	  to	  	  
CroaMa	  

Refugess	  at	  	  
Macedonia	  
border	  

News	  
about	  
Syria	  

Terrorist	  
a;ack	  in	  
Nigeria	  



SenMment	  Analysis	  	  	   Internal	  and	  external	  percepMon	  by	  country	  
◦  Index	  ρ	  	  -‐	  the	  raMo	  between	  pro	  refugees	  users	  and	  against	  refugees	  
users	  	  

◦  Red	  means	  a	  higher	  predominance	  of	  posiMve	  senMment,	  higher	  ρ	  
◦  Yellow	  means	  a	  higher	  predominance	  of	  negaMve	  senMment,	  lower	  ρ	  

(a)	  Overall.	   (b)	  Internal	  
percepMon.	  

(c)	  External	  
percepMon.	  	  
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